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Snakes in the Plane: Mitigating the Effect of Bad Actors on a Network Coordination Task 

Abstract 

In everything from a group of friends picking a lunch spot, to the citizens of a nation 

deciding on how to best address a social issue, the formation of group consensus is vital towards 

large scale coordination in groups and organizations. Previous studies assume that individuals 

always coordinate in a cooperative manner toward a common goal, yet recent literature suggests 

that some people often act in opposition to the goal (i.e., adversarially). However, little is known 

about the mechanisms governing the convergence of consensus under circumstances where 

adversaries exist within a group. Here, building on literature in game theory and network 

science, I develop an agent-based model of coordination in the presence of adversaries as an 

extension of the networked color matching game. This model can readily be applied to the study 

of online communities, where some members aim to arrive at some shared conclusion, and 

certain members (i.e. trolls) aim to oppose this. Overall, I find the presence of adversaries is a 

significant obstacle to the coordination, with only 27% of cases reaching group consensus. My 

simulation results show that while making decisions based on past experience with other agents 

is a helpful strategy for changing color, this same strategy applied to tie formation is harmful to 

the emergence of consensus. Additionally, I find that the ability for a particular network to reach 

consensus is negatively correlated with the average degree of separation between all agents in the 

network. Finally, my findings show that there exists a fundamental issue of credibly signaling 

that disagreement comes out of good faith (rather than adversarial intent), which suggests a need 

to further study modes in which members of online communities can do so. 

 

 



BAD ACTORS          5 

Introduction 

Reaching group consensus requires coordination and cooperation. Research has shown a 

wide range of examples such as the Tragedy of the Commons (Hardin, 1968), and the Prisoner’s 

Dilemma (Tucker, 1983), where certain combinations of individual decisions lead to globally 

better outcomes than others. In general, how individuals reach an agreement of which actions to 

take remains an open question. 

Recent research suggests that network structure affects individual decisions toward 

coordination and cooperation. People are connected to various social networks, and this can 

influence individual behavior. Conversely, through social influence, people’s behavior can also 

affect others in their social networks. Thus, this problem of coordination and cooperation 

depends heavily on the social environment where individuals find themselves, and in general, it 

is not clear what individual actions will lead to the emergence of a global consensus.  

In some cases, incentives to cooperate or coordinate are not uniform. Consider the 

discussion of zero-sum games, where one player’s payoff is the opposite of another’s. Clearly, 

global coordination and cooperation are much more difficult to achieve when compared to cases 

with identical payoffs because neither player will allow the other to gain at their expense. In 

other cases, the discrepancies between incentives could come from a different understanding of 

the world, or simply a lack of awareness of the truth (Mao, Dworkin, Suri, & Watts, 2017). 

Research on the spread of misinformation on Twitter following the 2013 Boston Marathon 

bombing found that corrections lag behind rumors in both time and volume (Starbird, K., 

Maddock, J., Orand, M., Achterman, P., & Mason, R. M., 2014). This implies that even acting 

out in good faith, individual behavior can act counter to the overall goals of a system. Moreover, 

 

https://paperpile.com/c/MJiFXU/K2kF
https://paperpile.com/c/MJiFXU/3uqw
https://paperpile.com/c/MJiFXU/YhQQ
https://paperpile.com/c/MJiFXU/8CBI
https://paperpile.com/c/MJiFXU/8CBI
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Barberá, Jost, Nagler, Tucker, & Bonneau (2015)  analyzed the behavior of users on Twitter and 

found that in a political context, the majority of interactions occurred between individuals with 

similar ideological preferences. Thus, what is viewed as a commonly held belief in certain parts 

of the network might not be in others, which in turn means that reaching some kind of consensus 

among all agents in the network is in general not an easy problem. If everybody in a particular 

group is cooperative, the network structure governs the convergence of group consensus. 

However, an emerging body of literature suggests that individuals are not always 

cooperative—they frequently can act in an adversarial or hostile way. In addition to structural 

obstacles to the emergence of a universally held consensus, organizations and online 

communities are also plagued with behavioral obstacles to the agreement that can manifest with 

either goodwill or malevolence. Conflict can occur either from good faith and underlying 

disagreement, or from an intent to deceive, destruct, or disrupt. Malone and Hayes (2012) 

reported the perceptions of individuals involved in incidents of backstabbing within an 

organization, and find that their active incidents are more prominent than passive incidents, but 

both kinds of adversarial behavior are present. Buckels et. al conducted a study of antisocial 

internet behavior, in which they found the phenomenon of trolling to positively correlated with 

sadism, psychopathy, and Machiavellianism. Further, they concluded that this behavior is the 

online manifestation of everyday sadism (Buckels, Trapnell, & Paulhus, 2014). This suggests 

that in a context where coordination is important, there may be certain individuals that will 

oppose this for no discernable gain to themselves beyond personal enjoyment. This type of 

behavior is harmful to indirectly connected individuals within the community or organization, as 

it makes the platform or organization unpleasant to be in, and ultimately can lead individuals to 

 

https://paperpile.com/c/MJiFXU/zMI9
https://paperpile.com/c/MJiFXU/ztTE/?noauthor=1
https://paperpile.com/c/MJiFXU/9npv
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flee. 

While there exists a good deal of prior work in the space of coordination on networks, it 

is not clear what the mechanisms for the emergence of consensus in the presence of adversaries 

are. To understand the mechanisms behind this emergent behavior, I examine the effect of 

adversaries on the ability of the global network to reach consensus. Relatedly, I investigate how 

to mitigate the effect of adversaries. More specifically, I consider the different individual 

strategies that agents can reduce the effect that adversaries have on preventing consensus on a 

network coordination task.  

An individual that engages in certain types of adversarial behavior is colloquially referred 

as a snake, and in graph theory, certain networks have the property of being planar, meaning the 

network can be drawn in the plane such that no edges intersect. Some of the conditions I study 

involve the placement of adversaries in a network with this property. Taken together, and in a 

nod to the cult classic from 2006 “Snakes on a Plane,” I title my work “Snakes in the Plane.” 

The remainder of this paper will be organized as follows: I first present related works and 

argue that there exists a need for the study of coordination and cooperation in the presence of 

adversaries. I then explain the agent-based model I created. Then, I present results from over 

50,000 runs of the agent-based model and discuss their implications. Finally, I conclude by 

noting some limitations of the study and highlight opportunities for extensions of this work. 
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Related Work 

The literature on game theory and network science has provided useful insights into how 

coordination emerges from local interactions among people connected in social networks. While 

the previous study points to network topology as playing a major role in the emergence of 

coordination, to this point, replication of this result in an adversarial case is limited (Hajaj et al. 

2019). Furthermore, even though many studies make observations surrounding mechanisms that 

may lead to better global outcomes, these are not based on experiments.  

In cases without adversaries, a study found that with increased long-distance connectivity 

across the network, reaching consensus in the color matching problem becomes easier (Judd, 

Kearns, & Vorobeychik, 2010). While this factor appears to be key in supporting the emergence 

of consensus, it is not known whether this will hold in the presence of adversarial agents. 

Gallo and Yan (2015) study the effect of reputation information and social information 

on cooperation using a networked version of the iterated prisoner's dilemma. They find that 

people cooperate much more when they have access to the reputation information. Additionally, 

they find that the amount of social information accessible to players correlates to higher degrees 

cooperation. This difference presents an opportunity to study the effect that social information 

has on a network coordination task in the presence of adversaries.  

Hajaj, Yu, Joveski, Guo, and Vorobeychik (2019) is among the only study to consider the 

presence of agents with malicious intent in a social learning or coordination context. To 

investigate this, the researchers used a color matching task where the objective was to reach a 

global consensus on a particular color, even in the presence of adversarial nodes who attempt to 

prevent consensus. In their experiments, they find adversarial nodes to be quite effective in 

 

https://paperpile.com/c/MJiFXU/zayC
https://paperpile.com/c/MJiFXU/zayC
https://paperpile.com/c/MJiFXU/9roe
https://paperpile.com/c/MJiFXU/9roe
https://paperpile.com/c/MJiFXU/Z2s6/?noauthor=1
https://paperpile.com/c/MJiFXU/zayC/?noauthor=1
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accomplishing their aim. This paper leaves several opportunities for further study. A dynamically 

forming network might alleviate the structural impact of adversarial nodes. Additionally, the 

presence of different policy rules governing gameplay (social norms, policing, sanctions, etc.) 

might have an effect on the coordination and should be further investigated.  

In related work, Shirado and Christakis (2017) study a networked graph coloring game 

where humans participate jointly with autonomous agents. Even more so than the color matching 

task, graph coloring is an example of a task that is particularly susceptible to getting stuck in 

local maxima. The researchers found that some degree of randomness (roughly 10% of actions 

being random) was helpful in reducing time it took for humans to complete the task because it 

helped to avoid being caught in local maxima. Zero noise bots encouraged less randomness in 

their human counterparts and higher noise (30%) served to destabilize the network. This work 

provides one example of a context in which certain agents acting outside of the direct best 

interest of the group some of the time counterintuitively provides benefit. While this seems to be 

the case in the graph coloring task, it is unclear whether this result holds in the case of the color 

matching task with adversaries, where there are significantly fewer local maxima in the problem 

space. Similarly missing from this work is an exploration of the degree to which network 

dynamism can help or hurt coordination from occurring. 

Arenas, Camacho, Cuesta, and Requejo (2011) create an evolutionary game theory model 

of cooperation in a social dilemma game which shows that the introduction of rare, malicious 

agents performing exclusively destructive actions on the other agents can induce bursts of 

cooperation. While this is further evidence in support of the counterintuitive notation that a 

certain number of adversaries can serve to the benefit of all, this work did not discuss how this 

 

https://paperpile.com/c/MJiFXU/2UcH/?noauthor=1
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behavior might occur in a networked context. Because agents only interact with their neighbors, 

the presence of these bad actors could be more harmful than helpful, depending on their network 

position.  

While these works each make individual contributions to the fields of network science 

and game theory, there is a limited study on the effects and mechanisms of adversarial behavior 

on networked coordination tasks. I argue that there is a need to study these, and further, a need to 

examine particular strategies in which agents can preserve, or improve upon the consensus 

reached in the adversarial case.  

Model Design  

General Setup 

To study the problem of coordination on a network, I create a direct extension of the 

networked version of the color matching game (Judd et al., 2010). The problem is as follows: 

agents exist on a network, each with an internal type—one of the cooperators or adversaries. The 

cooperator nodes aim to be in the same connected component as all other cooperators and have 

the objective of all displaying the same color. The adversarial agents aim to prevent the 

remaining agents from reaching consensus. Each agent only can see their own color and the 

colors of their immediate neighbors. Depending on the particular experimental conditions of the 

given run, the agents can change their connections or change the color they are displaying. The 

game ends either when all of the cooperators are displaying the same color for five consecutive 

time steps and are all a part of the same connected component or after 500-time steps.  

For the creation of my model, I use NetLogo (Wilensky, 1999), a programming language 

designed specifically for agent-based modeling. In my model, first, an initial network structure is 

 

https://paperpile.com/c/MJiFXU/9roe
https://paperpile.com/c/MJiFXU/oieY
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created from a locally saved adjacency matrix, with each node being marked as a cooperator. 

Certain agents are then changed to be adversarial according to the particular experimental 

conditions.  The rationale for the operationalization of consensus as unanimous comes from the 

Wikipedia editing guidelines, where it “ideally … arrives with an absence of objections” 

(“Wikipedia:Consensus,” 2019).  The choice of five-time steps is meant to ensure that the 

consensus reached is, in fact, a stable equilibrium. At each time step in the model, the proportion 

of cooperating agents that are displaying the same color is reported. Additionally, to a allow for 

further analysis of the structural properties of the network, as well as the performance of the 

individual nodes over time, the full network is reported at most twice -- after 250-time steps, and 

at the end of each run (either after converging or 500-time steps). To collect my data, I run 100 

simulations per experimental condition. See Figure 1 for a flow chart of the model. 

 

Figure 1: A flow chart of the agent based model. First, initialization happens once. In each time 

step the agents act according to their strategies. At the end of each time step, the model checks 

for the convergence of consensus.  

 

https://paperpile.com/c/MJiFXU/1HAZ
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Design of Adversarial Consensus 

I operationalize the term “bad actor” more closely with a troll, and define a bad actor in 

the same way as (Hajaj et al., 2019), where the only goal of the adversaries in to prevent 

consensus among the cooperator agents. 

Note the subtle, but important, the difference between the adversarial behavior in this 

context, and in a zero-sum game. In a zero-sum game, all agents can be thought of as adversaries 

from the perspective of the opposing agents. However, a troll does not care to coordinate with 

other trolls beyond the fact that they share similar objectives. In the context of my research 

question, a bad actor, or adversary, is an agent that hopes to prevent coordination by blocking 

consensus from being reached. In this work, I will use the terms adversary, and bad actor, 

interchangeably. 

Additionally, I consider two different conditions: 10 and 50 adversaries. The low end is 

an extension of a condition described in Shirado & Christakis (2017), where certain agents 

behaved randomly 10% of the time. In my study, I instead consider 10% (of the 100 total nodes) 

as acting adversarially. The high end represents complete parity between what I deem 

cooperators and adversaries.  

Furthermore, I consider two different conditions, adversaries placed at the k vertices of 

the graph with the highest degree centrality. Ties are broken randomly. I refer to these 

conditionals as low and high, respectively. This rises directly from what is referred to in 

sociology and political science literature as the core-periphery theory (Hojman & Szeidl, 2008).  

 

https://paperpile.com/c/MJiFXU/zayC
https://paperpile.com/c/MJiFXU/LChn
https://paperpile.com/c/MJiFXU/MphV
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Network Topologies 

Based on prior research, the network structure affects coordination and cooperation. 

Therefore, I consider four synthetic network structures: scale-free (Barabasi & Albert, 1999), 

random (Erdös P & Rényi, 1959), regular and small-world (Watts & Strogatz, 2011). Table 1 

summarizes parameters for each initial network studied.  See Figure 2 example of each network.  

 

Network Type Scale Free Random Regular Small World 

Number of Actors 100 100 100 100 

Number of edges 197 200 200 200 

Average Degree (SD) 3.94 (5.21) 4.00 (1.78) 4.00 (0.00) 4.00 (1.45) 

Average Degree of Separation 2.71 3.43 12.88 3.50 

Table 1: A summary of parameters of the initial network topologies considered in this study.  

 

 

https://paperpile.com/c/MJiFXU/iATy
https://paperpile.com/c/MJiFXU/CQ5R
https://paperpile.com/c/MJiFXU/4nZ0


BAD ACTORS          14 

 

Figure 2: Screenshots of the initial state of a sample run of the model. Circles correspond to 

cooperator agents, while squares are adversarial agents. Lines between shapes in the images are 

the network ties. 2a shows a scale-free network, 2b shows a random graph, 2c shows a regular 

graph, and 2d shows a small-world network. 

Mitigation Strategies 

To examine mitigation strategies, I consider five different conditions where cooperating 

actors are in control of the changing network structure. First of these is the static condition, 

where the network structure cannot change over the course of a run. The next condition 

considered is randomly selecting another actor in the graph from the uniform distribution and 

forming an undirected edge. The final class of connection strategy is previous experience, where 

actors use the proportion of times that they have matched with an actor that they have been 

previously connected to previously as an imperfect signal of which nodes are adversarial. I 

mechanize this strategy with a single parameter I call tolerance, the proportion of previous color 

mismatches a given agent will tolerate before deciding to no longer connect. In this study, I use 
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tolerance parameters 0.25 and 0.75 the particular cases of the experience connection strategies, 

and I refer to them as Experience(low) and Experience(high), respectively. See Figure 3 for 

particular examples of each class of connection strategy. 

 

Figure 3: Example of the connection strategies used in the model. Each circle represents an 

agent in the network and not that these could be either adversarial or cooperators. 

In addition to the ability for agents to form and sever network ties, agents also have the 

ability to change color. For cooperators, all color change strategies are variants of majority vote, 

where an actor changes color based on their own color and the color of all of their neighbors. 

The first strategy is a naive majority vote. This strategy makes agents change color based on the 

most popular color of themselves and their neighbors. The following two strategies are similar 

but involve weighing the color choices of each neighbor according to some criteria. I call the 

first case social majority vote, where the colors of agents with a high degree are more considered 

more heavily than those of agents with a smaller degree. This is drawn from Gallo & Yan 

(2015). This final color change strategy is a majority vote based on past experience, where the 

colors of actors that have a past history of matching colors are weighted more heavily. The 

 

https://paperpile.com/c/MJiFXU/Z2s6
https://paperpile.com/c/MJiFXU/Z2s6
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observation of neighbors’ color is an imperfect signal of both the current globally favored color 

and the type of the neighbor (either cooperator or adversary). This strategy is inspired by games 

of imperfect and incomplete information, where agents with the aim to uncover some private 

information of other player based on their past actions. The color matching problem can be 

thought of as an information cascade, but in contrast to the typical framing, herding behavior is 

the desired outcome (Bikhchandani, Hirshleifer, & Welch, 1992). See Figure 4 for an example of 

these mitigation strategies. 

Figure 4: Example of the color change strategies for cooperator agents in the network. Each 

circle represents an actor, and in general, any of the green or red could be adversarial. 

Adversaries have different strategies available than cooperators. I consider two separate 

classes of adversarial color change strategy, with a total of three strategies. The first of these is 

the disengaged strategy, where adversaries simply do nothing after receiving their initial random 

assignment of color. The second of these is what I call Blend(x), where adversaries select a 

random color with a certain probability x, and act as a cooperator with probability 1 - x. This 

discrepancy between the correct color and the color displayed by this adversarial agent can be 

equivalently thought of as either malice or incompetence. In this study, I refer to the specific case 

where adversaries act mismatch with probability 0.5 as Blend(low), and the case where 

 

https://paperpile.com/c/MJiFXU/vpoZ
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adversaries mismatch with probability 1 as Blend(high). These two classes of adversarial color 

change strategy are drawn directly from Malone & Hayes’ study of the active and passive acts of 

malice observed in common workplace settings (2012). See Figure 5 for an example of the two 

classes of strategy.  

  

Figure 5: Examples of the color change strategies used by adversaries in the model. The square 

represent adversarial actor, and it could be the case in general that adversaries are also connected 

to other adversaries. 

 

Results 

Convergence of Consensus  

Overall, I perform 53,232 runs of the model with different conditions and find that 

generally, a permanent consensus is very difficult to reach, with only 27.0% of runs ever 

completing in the allotted time steps.  

Figure 7 shows a histogram of the convergence times for runs of the model that did 

converge. For runs that did converge, the fastest run to converge did so in 6-time steps, while the 

slowest did so in timestep 500. The distribution of these convergence times is heavily right 

 

https://paperpile.com/c/MJiFXU/ztTE/?noauthor=1


BAD ACTORS          18 

skewed, with a mean of 111.1, which seems to suggest that generally, a run will converge 

quickly, or not at all.  

 

Figure 7: The frequency of convergence times of the model, considering only the runs that did 

converge. 

Figure 8 shows a histogram that shows the proportion of all cooperator nodes that are 

matching color in the same connected component in the final time step of the model, for runs of 

the model that did converge. For runs that did not converge, I examine the proportion of 

cooperator agents displaying the same color. The mean color match proportion is 46.4%, with a 

standard deviation of (24.0%) which suggest that there are at least two conflicting choices of 

popular colors that result in unresolved conflicts. 
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Figure 8: The frequency of the proportion of all cooperating agents that match color in the 

largest connected component, considering only the runs that did not converge. 

Following Shirado and Christakis (2017), I use survival analysis to investigate how 

quickly a group reaches consensus. For all of the following Kaplan-Meier survival curves, I call 

a run having reached consensus in time step t as “dying”. 

 

https://paperpile.com/c/MJiFXU/LChn
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The Effect of Network Structure on Consensus 

 

Figure 9: Kaplan-Meier survival curves for the different network topologies studied.  

 (1) (2) (3) 

(1) Scale-Free    

(2) Random 158.39 ***   

(3) Regular 308.94 *** 29.02 ***  

(4) Small-World 200.45 *** 2.73 * 13.73 *** 

Note: * p <  .1; ** p < .05; *** p < .01 

Table 2. Test Statistics for the log-rank test for differences between initial network topologies. 

From Table 2, we see that each pair of initial networks has a statistically significant 

difference between their survival curves according to the log-rank test. From the survival curves, 

I note that the scale-free class of network helped consensus to be reached rather quickly. One 
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possible explanation for this behavior could be that the highly connected node in the scale-free 

network quickly disseminates their choice of color and this propagates quickly through the 

network, as this structure has a few highly connected hubs present and the shortest average path 

between every pair actors of any I examined. Contrast this with the regular graph, which has the 

longest average path length between agents, and also had the slowest convergence rate and 

smallest convergence proportion. This suggests that the average path length between any two 

agents in the network is a key underlying mechanism to achieving consensus the color matching 

game in the presence of adversaries. 

The Effect of Number of Adversaries on Consensus 

 

Figure 10: Kaplan-Meier survival curves for the low and high number of adversaries present in 

the network. 

Figure 10 shows survival curves for two conditions: namely, a high and low number of 

adversaries present in the network. A log-rank test indicates that there is a significant difference 

between these two conditions (Z = 6718.46, p < .01), suggesting that fewer adversaries lead to 

more and faster consensus in the network. However, it is also possible that the presence of these 
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adversaries provided enough noise to prevent the consensus from getting trapped in local 

maxima, where consensus has not been reached, yet no actor is able to change color because they 

are matching with a majority of their neighbors. 

The Effect of Adversarial Placement on Consensus 

 

Figure 11: Kaplan-Meier survival curves for the low and high placement of adversaries present 

in the network. 

Figure 11 shows the survival curve for two conditions: assignment of the agents in the 

network as adversaries according to the highest and lowest degree centrality. A log-rank test 

indicates that there is a significant difference between the high and low degree centrality 

placement conditions (Z = 291.34, p < .01), suggesting that when adversaries are initially 

positioned at the periphery of the network, that leads to more and faster consensus in the network 

when compared to adversaries initially positioned at the core. This result also follows intuitively, 

as it is expected that agents at the core of the network exert more influence than those at the 

periphery. Notice that the survival curves for the low degree centrality are much steeper than that 

of the high degree centrality for roughly the first 30 time steps. This suggests that there is some 
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time period where adversaries successfully block the spread of information between cooperator 

agents, at least until the network can be sufficiently rewired to the point where the adversaries 

are at less influential positions in the network. 

Note, however, that the difference between the two survival curves is much smaller than 

the case of the high or low count of adversaries, which suggests that it is not as important of a 

factor, given the use of various mitigation strategies. 

Effects of Mitigation Strategies on Consensus  

 

Figure 12: Kaplan-Meier survival curves for the connection strategies used in the model. 

 (1) (2) (3) (4) 

(1) Fixed      

(2) Random  4505.11 ***    

(3) Experience(low) 13.08 *** 5586.65 ***   

(4) Experience(high) 17.02 *** 5541.22 *** 0.30  
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Note: * p <  .1; ** p < .05; *** p < .01 

Table 3. Test statistics for the log-rank test for differences between connection strategies. 

From Table 3, we see that a log-rank test indicates that there is a significant difference 

between each pair of connection strategies (p < 0.01), with the exception of the Experience(low) 

and Experience(high) strategies (Z = 0.30). This result provides evidence that all connection 

strategies based on prior experience perform similarly, regardless of the particular value of the 

tolerance parameter, even though further examination of the parameter space is necessary to 

draw that conclusion concretely. Interestingly, the random connection strategy produces the 

greatest proportion of converged runs of any connection strategy, and any experimental 

condition considered. A possible explanation for this could that the random connection form 

networks similar to a random graph formed by the Erdos-Renyi model, which would have a 

relatively small average path length between actors, with few adversaries on any given path.  

The case where past experience with agents is used to determine which connections are 

maintained has an almost sigmoidal shape, with almost no runs converging before time step 40. 

The runs do eventually converge at roughly the same rate the random connection case, however, 

this quickly levels off at around timestep 100. This suggests that there is some limiting factor to 

this class of strategies, namely, using previous experience prevents the formation of network ties 

between subgroup in the network that are displaying the same color. Thus, using previous 

experience can be more limiting than helpful to convergence, globally. 

Also notable is the fact that the survival curve from the case where no connections are 

formed or severed (the fixed case) is nearly identical to that of the random connection strategy 

within the first 20 or so time steps. The fixed strategy curve then almost immediately flattens out 
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and ends up with roughly 90% of runs not converging, suggesting that in general network 

dynamism is a helpful mechanism for reaching consensus. 

 

The Effect of Cooperator Color Change Strategies 

 

Figure 13: Kaplan-Meier survival curves for the cooperator color change strategies used in the 

model. 

 (1) (2) (3) 

(1) Naive Majority Vote    

(2) Experience Majority Vote 139.75 ***   

(3) Social Majority Vote 286.99 *** 240.13 ***  

Note: * p <  .1; ** p < .05; *** p < .01 

Table 4: Test statistics for the log-rank test for differences between cooperator color change 

strategies. 
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In Table 4, we see that all of the survival curves are significantly different from one 

another based on the log-rank test (p < 0.01). I observed some unconventional shapes to the 

survival curves, with the majority vote based on past experience significantly outperforming both 

the naive case and the social case after roughly 40-time steps. One plausible explanation for the 

result is that strategy is effective for filtering out adversaries. Since adversary aims to oppose the 

consensus, they frequently will display color differently than that of their neighbors. But, this 

strategy weights agents that have demonstrated a history of matching colors more heavily, so 

cliques that share the same color are likely to continue to do so, which in turn provides a way for 

a particular color to soundly emerge as a global favorite. Note that this likely also suffers from 

the local maxima problem in the short term, but since the duration on which past behavior is 

considered is short relative to the overall game (20 time steps), the proportion of convergence 

does not flatten out to the same extent as in other cases. The suggests that using past experience 

as the strategy for color changing is particularly effective for reaching consensus. 

 

Figure 14: Kaplan-Meier survival curves for the adversary color change strategies used in the 

model. 
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 (1) (2) (3) 

(1) Disengaged    

(2) Blend(low) 2947.77 ***   

(3) Blend(high) 141.78 *** 3338.43 ***  

Note: * p <  .1; ** p < .05; *** p < .01 

Table 5: Test statistics for the log-rank test for differences between adversary color change 

strategies. 

From Table 5, we see that each pair of adversary color change strategy leads to a 

statistically significant difference between survival curves according to the log-rank test (p < 

0.01). Again, unsurprisingly, we find that the strategy of blending in by only acting as an 

adversarial node a smaller proportion of the time leads to convergence more frequently than 

acting adversarially a greater proportion of the time. More interestingly, we see that the strategy 

of adversaries doing nothing allowed for more and faster consensus than an acting adversary in 

the as in the Blend(high) strategy. This suggests that active adversarial participation is much 

more harmful to overall coordination than passive resistance. 

Overall, I find that scale-free networks are the most helpful of all network topologies 

considered for reaching consensus. I find that fewer adversaries make the task of convergence 

easier, and the placement of the adversaries at the periphery makes the task of color matching 

easier. I find that the strategy of randomly changing network ties and changing color according 

to past experience is most helpful to reach consensus. Finally, I also find that the adversarial 
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strategy of randomly changing colors is more effective at blocking consensus than never 

changing color at all. 

Discussion 

Using agent-based modeling, I have demonstrated how the presence of adversaries 

impacts the convergence of group consensus. My results show that the presence of hubs in 

networks and more generally, initial network structures with a shorter average path length 

between every pair of nodes tend to have faster and more consensus convergence. Moreover, I 

found that using past experience as a strategy to change color is an effective way to filter out 

noise from adversaries while preserving signal from fellow cooperators, but past experience as a 

strategy for changing network structure produces splintered groups. With these findings, I make 

a few major contributions to the fields of network science and game theory.  

Firstly, I find the existence of many short paths between every pair of agents in the initial 

network structure to be beneficial for convergence in the color matching task. This implies that 

agents in the network can respond quickly to new information (i.e. the emergence of a new color 

as a global favorite). In the case of online communities, this corresponds to individuals having a 

relatively small average degree of separation, and thus a generally high degree of awareness 

about the type of activity happening in each part of the network. When this is the case, I argue 

that the ability for adversaries to block consensus is diminished, since the importance of 

individual connections is also diminished. 

Secondly, I find that the intuitively similar approaches of forming connections and 

changing color based on prior experience have the opposite effect in supporting the convergence 

of consensus. Using prior experience with agents to decide how to form and sever connections is 
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largely unhelpful for the emergence of consensus in the color matching game. An explanation for 

this behavior is that using past experience can be thought of a similar to a grim trigger strategy in 

the iterated prisoner's dilemma, in which players will choose to cooperate until their opponent 

defects, after which they will always defect. In the case of the color matching game, cooperator 

agents can be iced out by their neighbors because of disagreement in color, even though they are 

acting in good faith. In the case of online communities, this same issue of credibly signaling the 

intent of disagreement can arise. Other members in the community have limited information on 

the internal motivations of other actors, and thus groups can splinter into numerous, entrenched, 

like-minded subgroups (Williams, McMurray, Kurz, & Hugo Lambert, 2015). This suggests a 

need for the platforms to provide some kind of method to reduce this information asymmetry, 

perhaps by providing some kind of favoritism to accurate content, endorsement of individuals, or 

a public reputation score, or some other indicator of past behavior that accounts for intent.  

The intuitively similar strategy of using past experience to determine which color an 

agent should display is quite effective at supporting the emergence of consensus in the color 

matching game, the opposite result of the connection strategy. A possible explanation for this 

result is that this approach is more forgiving. Rather than cutting off dissent, which often takes 

the form of other cooperator acting in good faith, this strategy weighs essentially the reliability of 

the information given off by neighbors. In the case of online communities, a direct parallel can 

be drawn between an adversary in the color matching game and purveyors of mis- and 

dis-information on social networks. In accordance with previous literature on media literacy, the 

results suggest that useful individual action to combat the problem of discerning the veracity of a 

source is to consider past behavior (Lazer et al., 2018). To further address this issue, platforms 
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can provide members of online communities with signals of source quality, and in some cases 

reduce the virality of content with subpar ratings.  

Finally, I have created a generalized model of coordination and consensus in the presence 

of adversaries, using the color matching game. My model enables the understanding of online 

communities, such as forums and social media websites, where the matching of color 

corresponds to reaching some agreement about the state of the world, and adversaries that only 

hope to block consensus exists (e.g. trolls). This model can easily be applied to run virtual 

experiments, where it is impossible to directly control the behavior of real individuals. While it is 

often infeasible to study the effects of individual adversarial behavior and the possible effects of 

structural changes to these platforms, my model serves as a useful proxy. 

With my model, the hypothetical effects of the institution of particular policy rules 

governing the interaction between members of online communities could be studied. For 

instance, a possible rule could be to ban actors altogether from being a member of a certainly 

connected component, similar to what is described in the case of certain hate-speech filled 

communities on Reddit, as in Chandrasekharan et al. (2017). Similarly, a policy rule could be to 

limit the frequency that agents can change color, similar to how communities like Reddit 

fundamentally operate to prevent spam. 

With my findings, I make several contributions to the field of network science and game 

theory. In creating an extension of the network color matching model, I have demonstrated how 

the presence of adversaries impacts the convergence of group consensus, as well as the effects of 

certain mitigation strategies in preserving this consensus. Further, I have outline applications of 

my work to the setting of online communities and discuss the implications of my results. 
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Limitations and Future Work  

Despite my findings and contributions, this work also has limitations which open 

numerous opportunities for further exploration of the topics discussed. Given the number of 

different experimental conditions considered, a good deal of the parameter space remains 

untested. An opportunity for future work is to shed light on how the emergent behavior of 

convergence changes with slight changes in the parameters. 

While the model in its current state is a useful baseline for the study or coordination in an 

adversarial context, further extensions of the model present intriguing opportunities to add to the 

existing body of work:  

In real social networks, some ties are stronger than others, for example, social ties 

between family member might be stronger than that of a coworker. In considering discourse in 

online communities, it might be that pairs of family member share vastly different views, so 

reaching consensus might be more difficult in this case. Yet, previous work shows that the ability 

to change some ties in the network can help cooperation, even when others cannot (Harrell, 

Melamed, & Simpson, 2018). Future research should include tie strength in my extension of the 

color matching game. 

The model I developed makes no assumptions on what the “correct” color should be, but 

in societal applications, there sometimes is an objective best decision according to some criteria, 

or truth about the state of the world. The problem of how truth wins on a network is studied by 

Friedkin and Bullo (2017), but their model does not account for adversaries that aim to prevent 

the truth from spreading. To study the effect of agents that might wish to spread misinformation 

within online communities, future work should apply the formalization of opinion dynamics 
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presented by Friedkin and Bullo to my model. 

The act of interaction with others can drive humans to change their own preferences and 

behavior over time, as seen in the economic context described by Bowles (1998). Future 

extensions of my work should add the ability for agents to play mixed strategies or allow for the 

strategies of both adversaries and cooperators to change over time. 

Conclusion 

Create an agent-based model extension of networked coordination of the color matching 

game, I have shown that while certain strategies are effective in supporting the emergence of 

consensus in comparison to random behavior, adversaries are largely able to block this 

consensus, with only 27.0% of runs (of 53,232 total) ever reaching consensus. In agreement with 

previous literature, I find that the existence of short paths between actors is helpful to consensus. 

I also note that my development of an agent-based model allows for virtual experimentation by 

systematic varying of numerous parameters to mimic different conditions of online communities 

and allows for the exploration counterfactuals that would be impossible to study otherwise. 

Furthermore, my results imply the need for further development and institution of various 

mechanisms designed to address the fundamental issue of differentiation between cooperating 

and adversarial agents on a network.  
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